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ABSTRACT

InterWeave is a distibuted middleware sydem that supports the
sharing of strongly typed,pointerrich datastructures acossawide
variety of hardwarearchitectures operatingsystems and program-
ming languages As a complemaent to RPC/RMI, InterWeare fa-
cilitatesthe rapid development of mantainablecode by allowing
processs to access shareddaa usingordinaryreadsand writes.

Internally, InterWeave employs a variety of aggresive optimiza-
tionsto obtainsigni cant performancémprovementswith minimd
programmereffort. In this pape, we focuson apgication-geci ¢
optimizatiors thatexploit dynamichigh-level information aboutan
applicdion's spdial dataacesspaternsand the stringercy of its
cohaencerequiremats Using apgicationsdrawvn from compuer
vision, datamining and web proxy cading, we illustrate the spec-
i cation of coheence requirementsbasedon the (temporal) con-
ceptof “recent enough”to use,and introducetwo (spatial)notions
of views, which alow a programto limit coherene mangemaent
to the portionof a datastructureadively in use.Expaimentswith
theseappi cationsshow tha Inter\Weave canreducetheircommuni-
cationtraf ¢ by upto oneorder of magnitudewith minimumeffort
onthepart of the applicationprogrammer

1. INTRODUCTION

As the Internetbecome increasingly central to moderncom-
puting, more and more applications are taking advantaye of re-
sources at distributed sites.  Example problem domans include
e-commece, conputersupported collabaative work, multi-player
games,intelligent ervironments, interactve datamining, andre-
motevisualizaion andsteeing of real or simulatedsydems Con-
ceptudly, mog applicationsin these domairs involve somesortof
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distributedshaedstate information that hasrelatively static struc-
ture but muteble content, andthatis neededat morethan ore site.
To allow applicatiors to work ef ¢ iently acrosshigh-lateng, low-
bandwidthlinks, programmes typicdly attemptto increae thelo-
cality of shared statethrough ad-hoc, application-speci c caching
or replicaion protocolsbuilt ontop of RPC-basedystemssuch as
SunRPC, JavaRMI, CORBA, and.NET.

Software distributed sharedmemoty (S-DSM) systemssuchas
TreadMarks [3] and Cashmerd39] autormate the managenent of
sharedstate for local-areaclusters but they do not extendin ary
obvious way to geograhic distribution. As a generalrule, they
assumetha sharingproces®sarepart of asingleparallel program,
runnirg on homogemroushardware with communicdion latendes
and bandwidthstypical of modernlocd- or system-areaetworks,
and with datalifetimes limited to thatof the running program.

Our recentInterWeave system [12, 41], by contrastcatersex-
plicitly to the needsof distributed applicatiors. It provides pro-
gramswith a globd, persstentstore tha canbe acces®d with or-
dinary readsandwrites regardless of the machinearchited¢uresor
progranming langugjesused. As a complenentto RPC, Inter-
Weave senesto (1) eliminatehand-writtencode thatmaintans the
coherene and condstenq of cachel data; (2) supportgenuineref-
erence parametersin RPC cdls, eliminaing the need for overly
consrvative deg-copy paraméersor, in mary cases, for cdlback
invocaions and (3) reduethenumbe of “tri vial” invocationsused
simply to put or getdata.

Unfortunately the conveniene of a global store introduces sig-
ni ¢ antperformancechallenges.S-DSM systemswork well when
the temporal and spatial sharing granularity managd by the run-
time matesthe access patten of the applicdion. Without such
carefulmatchng, signi ¢ antoverhedmaybeincurred to maintain
daa that are not actually shared at presentor, worseyet, thatare
falselysharede.g.asanartifad of co-locationin the same pageof
virtual memory. Thisoverheadis aseriousproblemfor sygem-area
S-DSMsystens. It would be fatalfor wide-areasharing.

Building on prior work in S-DSM, several recent projeds have
propsedmedanismgo redue thecostof coherene. RTL [7] and
InterWeave allow applications to share memoryat the granulaity
of apgication-de nedregions. Object View [28] all ows progran-
mersto give hintsto acompilerto specify how threadsuseobjeds.
The compile then condructscaching protocolscustomizé to ap-
plicationrequiremets. TACT [44] andInter\Weave allow progran-
me's to exploit thetypically morerelaxed coheencerequiremats
of Interne applicationsusng tunablecoheencemodels.

A commontheme in thesesydems is the desire for progran-
mers to ded with coheencein high-level terms,allowing themto
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Figure 1: Three cameras monitor the same ervironment and
cooperatively discover four objeds by sharing relevant portions
of their imagecubes

obtainapplicaion-gpeci ¢ performanceoptimizaionswithout get-
ting boggeddown in thedetals of exactly which daaarenesdedat

particularnodes at particular pointsin time. We eleborateon this
themein this pager, consideringhigh-level speci cations of both

thetempora (whenmug updatesocaur?) and spatial(which data
mug be updaed?) aspects of coheence. As describedin previous
papes[12], we cgpturethetempaal aspect of cohererme by allow-

ing a program to specify a predicate that determinesvhen cached
datais “recert enough”to use.For the spatial aspecf coheence
(not coveredin previous papery, we allow a programto specify a
“view” of asharedsggmenttha eliminatescoheaencemangemaent

for inactive data. We considerviews of both monolithic (array-

basedgyndpointerbasedlata structures.

We malke two key contributionsto the high-level speci cation of
coheencerequiremerts. First, we shav how highly relaxed coher
encecan be provided for a programmingmodé basedon ordinay
readsandwrites, despitethe complicationsof heteogeneais lan-
guags and machinearchitectures. Second, we allow programsto
adjusttheir spatial and tempaal coheencerequiremeits dynami-
cally, to keep pace with changingneeds. Neithe languaye hetero-
genety nor dynamic adaptdion appearsto bepossble in compiler-
basedsydemssuchas ObjectView.

To illustrate the neal for dynamic adaptationof coheencere-
quirementsconsideran intelligent ervironment applicdion, cur
rently unde development in our department[35, 34]. Cameras
mountedthroughoutan of ce spa@ monitor a commonareafrom
several vantag points. The cameraswork cooperatively to dis-
cover objeds by detecting eventstha aresimultaneouslyobsered

by multiple cameas Figurel givesanexanple of discoreringob-
jects with threecameas Each camea is sened by a computing
node, ard the nodesare conrectedby a local-areanetwork. Each
node storescapturel imageslocally asanimagecube (X Y 1)
and scanghem for everts of interest. For instane, a color change
in an image region may indicatea moving object.

When interpretingan event, a given node enhances its unde-
standingof what occurredby scanning imagescaptued by othe
nodes.For non-aitical tasks such asobject tracking (e.g., whee is
my coffeemug?), imagesfrom othernodesmay be“recert erough”
to use evenwhenthey are secondsoutof date. For moredenmanding
tasks (e.g. roboticmanipulation),temporalcoherecerequiremats
may bemmesigni cantly tighter. Similarly, becawse eventsof in-
terest ocaur in subregions of images, it suf ¢ esto shareonly the
“interesting”image areasat ary giventime. While an ertire im-
agemay logically be shared,theactual sharingvariesdynamically
accordingto theactivity in the ervironmentbeng obsered.

The unit of sharingin InterWeave is a self-descriptive segment
(a hea) within which programsallocate strondy typed blocks of
memory. “Recent enough” prediatesallow a programto cortrol
the circumstanesunderwhich it will (needto) obtan updats to
asegment. Views allow the program to specify the portionsof the
segment for which it will obtan thoseupdates.Extengonsto the
InterWeave API allow viewsto bechangel by applicationsdynami-
cally. Sharerof asingle segmert can have different views. Solong
asaprogramspeges its view correctly, it retainsall of the advan
tagesof InterWeave: a sharedmemoryprogramming model, true
referenceparameersfor RPC, relaxed coheencemockls (a sped-
c ationof “recert enough’), two-way dif ng to identify, tranamit,
and updateonly the data tha have changd, and transparensup-
port for heterogeneus machines andlanguages. Our experience
with dynamic views and relaxed coherene modelson a variety
of InterWeave applicationsindicatesthatprogrammes can provide
high-level coherereinformationwith very modesteffort, and that
InterWeave canin turn exploit this informationto improve perfor

manceby asmuchasanorderof magnitude.

Previous papershave discussed multi-level sharing[12] and het-
erogeneity[41] in InterWeave. In the currentwork we focuson
exploiting applicaion-level coheraceinforméion to optimize per-
formarce. We bggin in Sedion 2 with areview of the InterWeave
progranming modé andits implementaion. We then describe the
design andimplementationof dynamicviewsin Sedion 3. In Sec
tion 4 we presentperformane results for threerealistic applica
tions: Interng proxy cadhing, intelligert ervironments,andinter-
active datamining. We discuss relaedwork in moredetal in Sec
tion 5, andconcludein Sedion 6.

2. INTERWEAVE BACKGROUND

As apreluce to the deription of views in Section3 andto the
evaluaion of both relaxed coherene andviews in Sedion 4, we
briey review the design andimplementdion of InterWeave. A
more detailed descriptioncanbefoundin othe paperqd12, 41].

2.1 Designof InterW eave

The InterWeave progranming modelasaimesa distributedcol-
lection of senersandclients. Seversmaintain persistent copies of
shareddata,and coordinde sharingamoryg clients. Clientsin turn
must belinkedwith aspedal InterWeave library, which arrargesto
mgp acachedcopy of needel daainto locd memory, andto update
that copy when appropriateln keepingwith wide-arealistribution,
InterWeave allows processesto be written in multiple language
and to run on heteogeneas machinearchitectures,while sharing
arbitrary typed datastructuresasif they residedin local memory



In C, operationson share data including pointa's, take predsely
the sameform as opaationson non-sharedlaa.

Senersmay be replicated to improve availability and reliabil-
ity. Datacoheence amory replicaed seners is basedon group
communi@ation[25]. A detaileddiscussionof sener regdicationis
beyond the scopeof this paper.

2.1.1 ShaedDataAllocation and Acaess

Theunit of sharingin InterWeave is a self-descriptre dataseg-
ment(aheap)within which prograns allocae strongly typedblodks
of memory. Every sggment is speci ed by an InternetURL. The
blockswithin a segmentarenumbeed andoptiondly named. By
conatenaing the segmentURL with a block name or numberand
optional offset (delimited by poundsigns), we obtaina machine-
independentpointer(MIP): “foo.o0 rg/p ath# bloc k#of fset ”.
To acommodae heterogeneusdataformats,offsetsare meaured
in primitive dataunits—charaters integers, oats, etc.—ratterthan
in bytes.

Every segmert is maragedby an InterWeave sener at the IP
addresgorrespondingo the segment's URL. Differentsegments
may be maragedby differentseners. Assuming appropriate ac-
cessights,thelW_open_segment() library call communicaes
with theappropriatesener to openan existing segmert or to create
a new oneif the segmen does not yet exist. The call returnsan
opaquehandletha canbe pased astheinitial agument in callsto
| Wmdloc () :

IW_tandle_t h = IW_open_segment(u rl) ;

I W_w a cquire (h) ; /¥ writ e lock *

my_t ype* p = IW_malloc (h, my_type_desc) ;

I\F;\/_vl/_r ele ase(h) ;

InterWeave synchroniationtakestheform of reader-writer locks.
A processnusthold awriter lock onasementin order to all ocate
free or modify blocks. Thelock routinestake a segmert handleas
paraméer.

As in multi-languageRPC systems, the types of shared data
in InterWeave mustbe declaed in an Interface Description Lan-
guage(IDL—currently SunXDR). The InterWeave IDL conpiler
trandatesthese declaationsinto theappropriate programmingan-
guagés) (C, C++, Java, Fortran). It also credesinitialized type
desciptorstha spedfy thelayout of thetypesonthespeci ed ma-
chine,andthatallow the InterWeave library to trandate datafrom
oneform to anadherwhen communicéing between machineswith
different byteorder, word length,alignment,or datarepresentation

InterWeave automaticdly translats and swizzlespointersinside
shared data segments. When necessary(eg. to obtan an initial
pointerto adaastructureusingaMIP contairedin acommandiine
paraméer), a process can also trandate explicitly beween MIPs
andlocalpointersudng IW_mip _to _ptr () orlW_ptr _to _mip()

2.1.2 Coheene

As clientsmodify an InterWeare segment,the changesarecap-
tured in a series of internally corsistent versionsof the sggmernt.
When aprocessrst locksasharedsegment (for eitherread or write
aces), the InterWeave library obtans a copy from the segment's
sener. At echsubsquert read-lock acquisition, the library checks
to seewhetherthelocal copy of the segmert is “recentenoudn” to
use. If nad, it obtans an updae from the server. Twin and diff
operationd8], extendal to accommodée heterogeneusdatafor-
mats allow theimplementationto perform an updde (or to deliver
chargesto the sener at the time of a write lock release)in time
proportionalto thefraction of the datathat have changed

InterWeave currentlysupportssix different denitions of “recent
enough”. It is alsodesigned in sucha way that additional de ni-
tions (coherene models)can easily be added. Amongthe current
models Full coherene (thedefault) always obtainsthe mostrecent
vergon of the segment; Strict cohe@ence obtans the most recent
verson and excludesany corcurrentwriter; Null coherencealways
accepts the currently cacdhedversion, if any (the process mug ex-
plicitly overridethe model on anindividual lock acquirein orde
to obtainanupdde); Delta coherencg37] guarantesthatthe seg-
ment is no morethan x versons out-of-date Terrporal coherece
guarantesthatit isnomorethanx time unitsoutof date;and Diff-
based coheenceguaanteestha no morethan x% of the primitive
daa elementsin the ssgmentare out of date. In all cases, x can be
spec¢ed dynamicdly by the process All cohgencemodelsothe
than Strict allow a process to hold a readlock on a segmenteven
whenawriter is in the process of creding anew version.

2.2 Implementation of InterW eave

InterWeave currertly corsists of appoximately 31,000lines of
heavily commaentedC++code. Both theclientlibrary andtheserver
have been portedto a variety of architet¢ures (Alpha, Sparg x86,
MIPS, and Pawverd), operatingsystems(Windows NT/2000/XP,
Linux, Solaris, Tru64 Unix, IRIX, and AIX), andlanguags (C,
C++, Fortran 77/90,and Java).

Our experien@swith InterW\eave have shavn that it is scdable
with regectto the numberof clients[12] and tha its peformance
is comparale to tha of RPC paameterpasing when tranamitting
previously uncaheddata [41]. When updaing previously cacdhed
daa, Inter'Weave's useof platformindependentdiffs alows it to
signi cantly outpeform the straightforwerd use of RPC.

2.2.1 Client Library Implementaton

When a process acquiresa writer lock on a given segment, the
InterWeave library askstheoperatingsysem to disable write access
to the pages that comprise the local copy of the sggment. Whena
write fault ocaurs, the S| GSE® signal hardler, installed by the
InterWeave library at programstartuptime, creates a pristine copy,
or twin [8], of thepagein which thewrite faut ocaurred It savesa
pointerto thattwin for futurerefererce,and thenaskstheoperating
sysem to re-endle write aces to the page

When a process releases a writer lock, the library gatherslocal
change andcorverts them into machine-indepadentwire format
in aprocesgdled diff calection. It thenserdsthis diff bad to the
sener. Whenaclient acquires areade lock and detemines thatits
local cacted copy of the segmentis notreaentenoughto use unde
the desired cohaence moded, the client aks the sener to build a
diff thatdescribeghe datathat have chargedbetween the current
local copy attheclientandthe master copy attheserver. Whenthe
diff arrives, thelibrary usesit to updatethelocal copy in aprocess
called diff application

2.2.2 Sever Implemetation

Each senermaintansanup-to-dae copy of eachof theseggments
for which it is responsible,and controlsaccess to thosesggments
To avoid an extra level of translation,the sener stores both data
and type descriptorgn wire format. For eachsegmen, the sener
keepstrad of blocks and subblods. Eachsubblockcompisesa
small contiguows group of primitive daa elementsfrom the same
block. For each modest-&ed block andeach subdock of a larger
block, the sener remambersthe version numberof the segment
in which the cortent of the block or subblock was maost recently
modi ed. This corventionstrikes a compromisebeween the size
of senerto-clientdiffs andthesizeof senermaintanedmetalata.



Upon receving a diff from a client, an InterWeave sener uses
the diff to updde its maser copy. It also updatesthe verson num-
bersassocigedwith blocks andsubblods affected by the diff. At
thetime of alock acqure, if the client's cachedcopy is notrecent
enoughto use, the client sendghe server the (out-of-dae) verdon
numberof the local copy. Thesenerthenidenti estheblocks and
subbocksthathave changedsince the lastupdae to this client by
compaing their verdon numberswith the client-presente verdon
number constucts a wire-format diff, andretunsit to theclient.

Supportingrelaxed cohgencemodels,in particular, ddta coher
ence is relatively easywith the help of the ssgmentverson num-
bersmaintainel by both the client and the sener—it involves a
simple compaisonof verdon numbes atthe sener. Temporalco-
herene is dmog aseasy: clientssupportit by mantainingareal-
time stampfor eadt locally cachel sggment and reques anupdate
whenthe differerce betwee currert time and the time stampex-
cealsthecoherenceparameter Diff coherene, by contrast,s a bit
morecomplicaed. For ary client usingDiff coherencethe server
mug be abe to trad the percemageof the sgment thathasbeen
modi ed since the last verdon sent to the client. To minimizethe
costof thistradking, the sener conseratively assumeshat all up-
datesin eachversionare to independet portionsof the segmert.
Thus, it sufce s to ke track of the size of the diff for each ver
sion. By adding up the sizesfor all verdons newer than the last
verdgon seen by the client, the server can detemine whetherthe
client's diff coherene paamete hasbee excealed and whetter
anupdateis ne@ssary

A varietyof optimizatiorsimprove peformancein commoncases.

A clientthathastheonly cactedcopy of asegment will enterexdu-
sive made, in whichit canaajuireand release locks (both read and
write) an arbitrary numbe of times, with no communi@tion with
thesener. A segmenttha is usuallymodi ed in its entiretywill en-
ter no-dif mode eliminating the needfor write faults, twins, and
diffs. Dependingon the frequeny of updates,a client/server pair
will choosedynamically between polling mode in which theclient
queriesthe sener when it need to evaluae its “recent enough”
predicae, and noti cation mode in which the server pushes this
datato theclient proadively. Theutility of thenoti cation modeis
also a function of the numbe of clients, since the server nealsto
keeptrack of perclient coheremre requirements.Theseand other
optimizatiors are docunmentedelsewhere[12, 41].

3. INTERWEAVE VIEWS

Views all ow aninterWeave client to specify theportion of a seg-
mentin whichit is currertly intereged, thereby relieving theunder
lying systenfromtheneedto mantain coheencefor therest of the
segment. A view is corstructed dynamically and canevolve over
time. Sharerf a single ssgmentcan have differert views. Where
cohaence modds (Full, Temporal, Delta, etc) addres the tem-
poraldimensionof applicationlevel coheenceinformation views
addresghe spatid dimension.As with relaxed coheencemaodels,
it is the programmeés regponsbility to de ne views correctly and
to touchonly the datacoveredby the current view.

3.1 InterW eave View Design

EachInterWeave view is explicitly associatel with a segment
andmay cortain anarbitrary numberof view units. Eachview unit
is a contiguaus portion of a block. The view may be speci ed by
a pair of MIPs that refer to its startand end, respectiely, or by

equialentlocal pointes, if thesegment is locally cachel.
A proess can crede anemptyview given asegmenthandle:

I W_vew _t v = IW_cr eat e_view (h);

Onceaview hasheencreatedtheprocesshat createl it canaug
ment theview by attaching moreview units:

IW_mip_t start, end;
bool rec urs ive ;
IW_at tac h_view _unit( v, start , end, recursiv e);

It canalsocorrespondngly detad view units usng IW_det ach _
view _uni t()

Therecu rsiv e paraméer indicateswhetheror not the view
unit shoud bereaurgvely expandel. If therecu rsiv e agisset,
theruntimeincludesin the view all otherdatathatarereachalie by
following intra-sgment pointers thatoriginate inside theview unit.
(Data reechable by following a pointer chain out of the segment
and backin again will notbeincludel.) Each contiguousregion of
additional data becanesan additiona (implicitly speced) view
unit in the view.

A view unit canbe part of an array or multiple contiguots elds
of a structure. We provide an API for corveniert credion of fre-
quently usedview structures, suchasdicesof multi-dimensional
arrays. Sud structurescompriee multiple view units and canbe
attachel to a view asa group. Recursie views areesped@lly con
venientfor pointa-rich dynamc daastructuressuchasthesubtree
rooted atagivennodeor alinkedlist starting froma healernode

After view unitshave beenattactedto aview, theview canbeac
tivatedfor useby acall to IW_activ ate _view () , which trans-
mits the view denition to the Inter'Weave server. At ary given
time, a single processcanhave at mod oneadive view on a given
segment. Onee a processactivatesa view, futurelock acquisitions
will mairtain cohererce only for the portion of the segmentcov-
ered by the view. As pointersinsidea recurdgve view charge, the
view will beupdatel automatially by theruntime New view units,
whethe reaurdvely reactable or explicitly attached will bemme
effective (i.e., actually cached)at thetime of thenext lock acquire.
A view remainsin effect until it is disablel using IW_dea cti-
vate _vie w() . A view thatis nolonge neededcanbedestryed
usinglW_dele te _view( ).

3.2 InterWeave View Im plementation

The current InterWeave implementdion is highly optimized for
ef cient datasharingin heterogeneuservironments[41]. It em-
ploys sophisticaed data structureso manae segment memory on
bath clients and seners to trackverdons of segments blocks,and
subblods, to swizZe pointers andto generatewire-formatdiffs. In
adding views to the system, we have tried to minimize the impact
on performane whenviews are not beingused. Only one minor
changewasrequiredto thewire format itself (seeSection 3.2.3).

Theview implementatioradds 2,500lines of codeto InterWeave.
This codesenesto maintan view descriptions at both client and
sener, and to geneate view-speci ¢ diffs whena client mustbe
updated.We elaborae onthesepointsin thefollowing subsetions

3.2.1 Client Side View Managemen

Within the client library, a view is represented by a hashtable
indexed by block serialnumber Each entry in the table contans
a list of the view units containedin a given block, togethe with
ther primitive offset ranges WhenIW_at tach _vie w_unit()
is invoked, theruntimetranslateghe sta rt andend pointes of
theview unitinto ablock serial numberanda primitive offsetrange
within the block, and upddes theview's hash table accordingly

To tradk updatesto views, both the view itself and ead of its
view entrieshasaversionnumbe. Whentheprocesscdls IW _ac-
tiva te _view( ) andthenattemptsto lock the segment,therun-
time pas®sthe hash table ertries to the sener. If view units are



subsegently addedto or delg¢edfrom theview, the client pasesa
listof thesechangesto thesenerthenext time it acquiresthelock.
Solong asa client processkeepsits promige to touch only the
datacoveredby its view, the existing modi cation detectionand
wire forma translatiorroutinesin InterWeave corredly collectarny
chargesmadeby theclient, and passthem to the sener.

3.2.2 Sever SideView Management

When asener recevesaview de nition from acliert, it credes
its own has table indexed by block serial numbe, to storethelist
of view units. For eachlarge block in thetableit alsostoresa bit
vecta indicatingwhich subblods are in theview.

For recusive view units, the sener traverses the segment meta-
datato determineghefull extent (scop¢ of theview. Thetraversl is
drivenby the type descriptorsalrealy maintainedfor the sggmert.
For ead view unit enmuntera, the server searches the type de-
scriptor of the block to  nd thelocatiors of pointers It thenbuilds
anew view unit for each (strongly typed) pointed-to datun (notthe
entireblock contaning thedatum)and addstheseview units to the
view. Thetraversal procelurestopswhenno moreview units can
beadled.

When aclientinformsthesener thatit has addedor deleted view
units the sener updats its descriptionof the view accordingly.
When a block is ddetedfrom a segment(by any client), the server
automaically removesany view unitscontairedin thatblock from
all known clientviews. (The server alo informsead client of the
deletal block aspart of the normal updatemechanism whenit next
update theclient's cachedverdon of the sgment.)

With recursve view units the scopeof a view can changedy-
namicdly as pointersare reasgned. Before sendimg diffs to a
client,ary view with recurgve view unitsneeds(atleast conceptu-
ally) to be re-expandedby reaursively following pointes. To avoid
this expensve operation,the sener adually updatesview scopes
lazily ard conseratively. Assiged by block vergon numbers the
sener seachesonly subbloks thathave changel since thelastup-
datesentto theclient. For each pointe in suchsubblod, theserver
addsthe pointed-toview unit into the view if it is not presert yet.
To avoid accidentdly droppinguseful view units theserver conser
vatively keepsthe old pointed-to view unit in the view. With this
strategy, a client may recéve someview units that should alread
have been droppal. Althoughthisis harmlessemanticdly, it may
wastebandwdth. As atrade-off, we setathreshold for thenumber
of changedversions Whenthe threshold is exceedea, the server
traversesal views and re-kuilds theview scopes.

3.2.3 Sever SideDiff Colledion

A serverkeepsthemast recent vergon of theseggmentsfor which
it is respondile. For ead modest-sizedblodk in each sggment, and
for eat subblo& of alargerblock, the sener remembes the ver
sion numberof the segment in which the cortent of the block or
subdock was mostrecently modi ed. Without views, the server
cancomputediffs for a client using the versionnumbe of the seg-
mentcadedat the client andthe verdon numtler associatel with
theserver's master copy. Theserver simply upddesthe clientwith
blocksor subblo&s whoseversionis larger than the client's ver-
sion. Whenviews are in use,the proess is similar except that
the sener now mustconsiderthe blocks or subblods covered by
the views andthe version of these blocks or subblo&s caded at
theclient. In this cag, a single versionnumbe for ead client no
longersufces.

Consider aclient tha adivatesaview of somesegmentS atver
sion V; and obtainsits r stupdateat verdgon V». At this pointthe
datain theview have been upddedto versionV-, but the dataout-

server's master copy

‘ le‘

‘ blk#1, vld :::‘ blk#4, v8 ‘ ‘ blk#6, v5 ‘7 !

‘ 9 ‘ 3 ‘ blk#1 ‘ blk#4 l blk#6 ‘ ‘ blk#1, vq blk#4, VB‘

view unit table view version table

--——
|

‘ blk#1 | blk#6

wire-format diff for updating a client

Figure2: An InterWeave server collectsa diff to updatea client
with an activeview. Here bl k#4 and blk#6 wereadded tothe
view after the last update to the client. blk# 4 wasoncein the
view but wasdroppedafter the client updatedits version tov8.
Sincethen blk#4 has not been modi ed. blk# 6 wasnot in
the view before. Using its view verson, pre-view vergon, and
view verson table the sewver constructs a diff containing the
necesary updatesfor bl k#1 and bl k#6 , but not blk# 4.

sidethe view have not. Now suppase the client advan@sto a new

verson V3, andthen decicesto addanew view unitv into theview

(v might alsobe addedby the runtimeautomaically asa result of

pointerchangesin areaursve view). Sincethedatad in v werenot
in theview before,the client-catedcopy of d is at versionVs. If

the server only maintainsa single verson numbe for the view, it

will beunaware thatd missed the update beween versionV; and
V. Simply put,while theserver will know tha anewly addel view

unit needsto be brougtt up to date,it won't know how out-of-date
that view unit was before. Similar problemsexist whendropped
view unitsareaddedbackinto aview.

To addresshese problemsthe sener maintans someadditional
information for each client tha hasactivateda view: (a) a pre-
view version—the seggmentverdon numter whentheview was ac
tivated;(b) aview version—the ssgmentverson numbe when the
client wasmod recertly updated;and (c) a view version table—a
hash table thattracks the version of ead client-cached view unit,
evenif theview unit hasbeen detached

To cdlect a diff for a view unit covered by the current active
view, theserver mustknow whichversionof theview unitis caced
by theclient. For views whose scopehas notchangdsince thelag
updateto the client, the sener knows tha the client-cachal view
units have beenupdatedto view version This is thecommoncase,
and is handlal ef ciently by InterWeave. For view units addel to
the view since the last updae, therearetwo cases.In onecase,
the correspondingiew units are found in the view version table,
sothe sener knows exactly which verson is cached by the client.
In the othe casethesener caninfer thatthe client's copy mustbe
the pre-view version Once the sener determing a versionfor the
client-cadhedcopy, it computes the differerce betweenthe client's
vergon and the currentversion, using the normal diff collection
processalrealy implementedin InterWeave. The server send the
diff to the client and updats the view version table to re ect the
new versioncadedat the client. Figure2 gives anexampleof the
proaessdescribed above.

While datanotin the current view arenot updatedwhenaaquir-
ing a lock, the server mug still inform the client of ary changs
to sgment metadhta,including: (a) addedor delgedtype decrip-
tors; (b) the serialnumbe of addel or deleed blocks;and (c) the
serialnumbersof type descriptors of addedblocks. This informa
tion is nealedfor managmer of sgment memory spaceandfor
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Figure 3: Theeffed of using non-reaursive views. (a) 100Mbps
network. (b) 10Mbpsnetwork. The x axis shavsthe increasirg
coverage of the view from 10% to 100%. The left-mostbar in
eachgraph is the baselineperformance when no view is used.
For casesnvolving views, we vary the scopeof the view from a
coverage of 10% to 100% of the segment. For ead view cover-
age,theleft bar (“Blk. View") usesa view consiging of x% of
all blocks; the right bar (“Subblk. View”) includes x% of each
block in the view.

swizzling pointasin aview that pointsto dataoutsde theview. In
the origind InterWWeave implementation the daa and metalataof
anewly creat@ block weresentto the client togetter. The ability
to sendthe metadda by itself wasthe only changeto Inter\Weave's
wire formatrequiredto acommodae views.

4. PERFORMANCE AND APPLICATION
EXPERIENCES

In thissedion, we evaluatethe performanceof I nter\Weave views
usng microbenchmaks and describeour experiencein spedfying
andexploiting high-level coherereinformatianin threedistributed
applicgions Unless otherwisespeci ed, in all experimerts, the
InterWeave server and client processesrun on separatemachnes,
ead with a2GHz Pertium IV processorrunningLinux 2.4.9,and
areconnectel with either L00Mbpsor 10MbpsEthernet.

@BIk. View
B Sublk. View

0.9
0.8
0.7
0.6
0.5 1
0.4
0.3 -
0.2
0.1 -

Normalized Traffic

10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
View Coverage

Figure4: Communication traf cfor “BIk. View” and “Subblk.
View”, normalized to the communicationtraf ¢ without views.

4.1 Micr oberchmark Performance

With appropriate useof views, anapplicationcanhelptheInter-
Weave systemreducetheoverheadof coher@cemainterance This
is especily benecial for processs distributed over the Internet
wherebandwdth is limited. However, such bene ts comeat the
cog of more metalataand mairtenane operationson the sener.
In this sedion, we usemicrobenchmaks to evaluatethe potential
bene ts of views ard the overhea as®datedwith them.

4.1.1 Non-rcursiveViews

The rst experimen compaes the time required for an Inter-
Weave clientto recave updatswith or withoutnonreaursve views.
We arrangefor two InterWeave client procesgs to share a segment
congsting of 1000blocks. Each blockis a 160-elemat integerar-
ray. One procesdunctiors asa writer and upddes every integer
in the sggment. The seond processfunctiors asa readeranduses
Full coheenceto readthe sggmert after each update We measure
thelatency for thereacer process to acquireareacerlock. Thela-
tency is broken down into the communicationtime to tramsmit the
client requestand sener updae, the diff condruction time on the
sener, and the trandation time to apply the diff on the client. To
fador in the network bandwidth we experiment with two differ-
ent connectiors betweenthethereade processandthe InterWeave
sener, i.e. 100Mbpsor 10MbpsEthend.

Theresultsareshavn in Figure3. As canbeseenfrom the g-
ure, thecommunicaion time is signi cantly redwceddueto there-
ductionin trafc by using views. The absolute reductian is more
dramaticwith the 10Mbpsnetwork (notethedifferent scaleson the
two y axes). “Subhk. View” hasdlightly higher computdion and
communi@tion overheadthan “Blk. View” for boththe client and
sener. On theserver, whenanertire block is in aview, the sener
only need to calect changedn theblock. When only a portion of
ablockisin theview, theserverhasto perform extrawork to locate
the portion of the blodk thatis coveredby the view. Theresulting
diff is also larger be@usemore blocks, and thus more metalata,
are in the diff. The larger diffs, increasednetalata,andscattered
changsincreaseheclient's transktion cost correspondigly.

We plot the communication trafc (bytes transfered) for the
“Blk. View"” and“Subblk. View” in Figure4. The bandwdth con
sumptionis directly proportiona to the percentageof total data
containel in the current view.
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Figure5: Communication traf ¢ with recursive views, normal-
ized to the communication traf ¢ without views.

4.1.2 RewrsiveViews

Ourseondexperiment meaures the time requiredfor the server
to mairtain views with recursve view units. We arrangefor one
writer and onereade to sharea segmentthat contains50 doully
linkedlistswith headerodes Besidegointersto thepreviousand
next itemsin thelist, each item contains16 integers as a payload
We startwith eachlist cortaining 1,000items. The writer inserts
100itemsat the endof eachlist andthereaderlocksthesegment to
gettheupdaes Thereaderincludesa list into its view by addirg
the healer of thelist asa recurdve view unit. Thus theitemsin-
sertedinto thoselists will be automaically addel to the view by
InterWeave. We vary the coverage of views from 10% to all of
the50lists. Again, we corductexperimentson both 100Mbpsand
10MbpsEthenet.

Figure5 shows the redudion in communi@tiontraf ¢ with re-
curgveviews. Asdescribedn Section3.2.3,thelnterWeave server
always upddes the client with full sggment metad#a. Becaise
someof this metadatacorrespond to datanotincluded in theview,
communiationtraf ¢ ishighe thanin Figure4.

In Figure 6, we compae the latercy of client updateswith ard
withoutviews. Thelatency breakdaovnin this gure includesanew
item, Server Recur. Vie w, which is the costof reaursively
computingtheview scopeonthesener.

Unsurprisngly, there is a higheroverheadassociatd with recur-

siveviews. This cos growslinearly astheview coverag increases.

Combired togethe, the lower bandwdth reduction (see Figure5)
and the larger overhead of view mainteranceactually cause the
the peformanceof view coverageover 60%to becomeworse than
that without views for the fast 100Mbpsnetwork. However, with
a slower 10Mbps network, usingviews contintesto be bene cial
until it reahes100% coverage We expectinternetapplicationsto
benet from views in InterWeave in mostcasessince the network
conditions(e.g., bandwdth and latency) in the Interng are typi-
cally worsethanthat of a congestion-fee 10Mbps local-are net-
work. We areal investgating ways to maintainreaursive views
moreef cie ntly.

4.2 Viewsin an Intelligent Environment
Application

In Section 1, we describeda distributed object discovery appli-
cationin an intelligert environment 35, 34], wheremultiple nodes
share their “image cubes”. Each image cubeis an array of im-
agescgpturedrecently by thenodes canera. As explained ealier,
different nodesat different times accessdifferent portionsof the
cubes. Straightforward sharingof thesecubesusng InterWeave
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Figure 6: The effectof using recursive views. (a) 100Mbps net-
work. (b) 10Mbps network. The left-mostbar in each graph is
the baselineperf ormance without views.

sggmentswould beveryinef cient, wasing largeamauntsof com-
municationbandwidthif a node only wantsto access a smdl por-
tion of thecube Similarly, splitting up the cubeinto multiple seg-
mentsis cumbesomeanddif cult, espedlly giventhattheportion
of the cube acces®d by ary nodechangesover time. In the fol-
lowing, we describe how we solve the problen using InterWeare
views.

Sinceafull edged intelligert environment is still unde devel-
opment,we use an apgication kernelto evaluae InterWeave. As
shavn in Figure 7, each caneranode colleds animage cuke and
storesit in an Inter\Weave segment sharedby other nodes. Each
image is storedas a separateblock. An application runnng on a
remde machne samplesthe images and exeautesa seriesof op-
erationsto nd andandyze eventsin the cube. It rst looks for
eventsin the cubestartingfrom the r stimageandcoar®ly sam-
pling imagesthrough time. Once evidenceof aneventis detected
in asampeimageto, theapplicationlocaesaminimal redangula
region tha cortains the evert. To verify and interpret the event, it
accessesthe sameregion within d time stepsheforeand after the
event—thesubculefromt, dtoto+ (d 1).

Without usng views, whenever aremoteimageis acces®d, the
entire imagemud be broughtin, eventhoughonly a smdl part of
it will everbe examinal. Our solutionis to use viewsto spedfy the
portion of theimagetha will be scannedfor events.Onceanevent



| |
| !
T P
I E+-7 >
N N EPTAS N mage t0+d
! VAN A
| “iffi4,,,4,,,4,//ﬁ;;;et0
7
JZ o mage t0-d
al First Image

Figure 7: Finding and interpreting events in a shared image
cube. The application samplesimagesin the shared cube to
detectintereging events Later it examines the subcubecon-
taining that event.
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Figure 8: Bandwidth consumption with views under different
sampling intervals, normalized to the bandwidth consumption
without views. The x axis indicates the number of imagesin-
tersectedby the subcube.

is locaedwithin a sampleimage,we add the surounding subcube
to theview to morecloselyexaminethe evidencefor the event.

Figure8 shaws thereductionin communicationtrafc acheved
by using views. In this experimer, the imagecubecontans 100
recently collectedimages, each of size 320 240 pixels. Thecube
is sampledat two different rates,every 5thimage (“Samgde 5”) or
every 10thimage (“Samplel0”). We assimethe the discovery of
aneventis in themiddle of thesanpling process (i.e. at the 50th of
100imagesin thecubg. Theapdication then examinestheremote
subaubecenteredaroundthe evert point. The cross section areaof
thesubcibeis 80 60 pixelsandthelengthof the subaibevaries
from 10to 90 pixelsasindicatal by thex axis in the gure.

As we canseefromthis gu re, thecommunicdion traf ¢ is sig-
ni cantly redued. While thetraf ¢ increasessthe length of the
subaubeincreases for both “Sample 10” and“Sample 5”, a closer
compaisonrevealstha theformer increaesslightly fasterthan the
latter This is beausethe smallersampling interval causesmnore
imagesto be accesgd and hencecachel by the apgication. When
aneventis deteted, the applicationneedsa smalleramount of up-
datedatato constuct the subcute cortainingthe event.

Figure9: Including querieson asummary structure. Eachnode
represents a meaningful dataming sequence. Each node has
pointers to all other nodes for which it is a subsequene. Here
the resultfor anincluding query conceming item B can be ob-
tained by traversing the subdructurerooted at nodeB.

4.3 Recusive Viewsin an Inter active and
Incremental Datamining Application

We demongdratethe benet of reaurdve views usng aninterac
tive andincremental datanining application This apdication per-
formsincremental seqeencemining on aremotedatala< of trans-
actions(e.g.retail purchases)ead transation in thedatdbasgnot
to be corfusedwith transactionson the databae) comprises a set
of items suchasgoodsthat werepurchased togethe. Transations
are orderedwith respetto oneanothe in time. Thegoalisto nd
ordeed sequenesof itemstha are commonlypurchaed by indi-
vidual customes over time.

In our experimentspoth the datdbaseserver andthe datamining
client areInterWeave clients The databae server reals from an
active, growing datéase,and builds a summary daa structure (a
lattice of item sequaces)tha is used to answermining queies,
as shown in Figure9. Each nodein the lattice represents poten
tially meanindul sequaceof transactios s andcontainspointers
to othersequaces containings. The summarystructureis shared
between the datdasesener and themining clientin asinglelnter-
Weave segment.Approximatéy 1/3of thespacein thelocd-format
verson of the sesgmentis consumed by pointers

Themining clientexeautesanincluding queryover thesummary
structure retuning all sequenescontainingthe queryitems. For
example in the exanple shavn in Figure 9, an including query
concening item B will returnthe nodes highlightedin the gure
(i.e.,B,AB,B! B ad A! AB). Becauseeachsequene node
containspointes to every node for which it is a subsequence we
canprocess anincluding quay by starting fromthenodegshathave
itemstha arerequiredandthen traversingthe descendants of thase
nodes. If a client processis only interestedn including queies
on a certainsetof items it cansave comnunicationbandwdth by
updatingonly the substucturerootedat thoseitems.

Oursampledatalaseis geneatedby toolsfrom IBM reseach [38].
It includes 100,@0 customersand 1000 different items, with an
averageof 10 trarsadions per cusome and a total of 5000item
sequacepatternsof averagdength4. Theaveragetransactiorsize
is 2.5. Thetotd datdasesizeis 20MB.

Thesummay structureisinitially generged usng hdf thedata
base. The server then repatedly upddes the structure using an
additional 1% of the databae at eachupdde. As aresult, thenum-
ber of nodesin the summay structure slowly and mondonically
increasesover time. For our testswe selected four items for which
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including querieswould produe a relatively large numbe of se-
guenesfromthelattice

Figure 10 compaes the average updatelatengy and bandwidh
consumptiorsea atthe client side usng different view congura-
tions “View X" meansX of ourfour seleteditemsare addedas
recursve view unitsto the view. When the client acquiresa lock
onthesegment,only thesubstucturesrootedat thos itemsareup-
dated.Threedifferentmetrics aremeasuredupdatdatency, update
traf ¢ , and the numberof nodes updatel. The gure demonstates
thatrecursve views tremendouslyredue® the updatetrafc ard la-
tengy.

With fewer nodesto updde, the sener and the client also save
diff processingtime. Figure 11 shows the time spert congructing
diffsandmaintaning recursive views onthesener. Recursive view
mainteranceoverhea increasessthe numberof nodesaddel to
theview increasesHowever, this overheal is adequatéy compen-
sated for by the redwctionin diff constuction time, notto mention
theredued communicdion time dueto lowertraf c.

4.4 ScalableSharing of Metadatain ICP

With the rapid growth of Internet trafc, hierarchicd and co-
operatve proxy cachirg have proven to be effective in reducing
bandwdth andimproving client sideaccess latency [15]. Theln-
ternet Caching Protocol (ICP), designed by the Harvard Harvest
group [10], is perhapsthe most popularshaing protoml, andis

widely deployed. In ICP, cooperative proxiesareorganizel into a
hierarchicd structure. Each proxy can have parentsandsiblings,
all of which are referred to aspee proxiesin this pgper Whena
proxy missesin itsown locd cache it probesits peersfor possible
remde hits. If al of its peersmiss theproxy mug goto theoriginal
websener onits own or askits parent to fetchthe object.

Unfortunately ICP does not scalewell asthe size of caches or
the numberof coopeating proxiesincreasesOn a local miss, the
proxy sendsquerymessagedo its pees askingfor the missedob-
ject. The numbe of thesemessagess quadatic in the numbe
of peerproxies. To solwe this problen, SummaryCace[15 and
Cacte Digest [33] have independatly proposedsimilar solutions,
in which eachproxy kegpsa conpactdirectoryof contentsecently
cachal at every othe proxy. Now whena proxy missesin its local
cache it consultsits peerdiredoriesbeforesendingout ICP query
message. Queriesaresentonly to thoseproxies indicatedby the
diredory ashaving a recent version of the page (URL). Both so-
lutions use Bloom lter s [6] to representhe peerdirectories. A
Bloom lter is a sucdénct rancdbmizeddatastructurethat supports
ef cientmembersip queries.

There is a bast trade-off in the implementation of direcories
frequent updatescorsume communicaion bardwidth, while out-
daed direcories may introduce both false hits and false misses.
False hits occu whenthe directay falselyindicatesa URL exists
in anothe proxy's cacte. Falsemisses occur whenthe directory
doesnot list any proxy ascontainingthe URL in its cache, even
thoughthe URL is actudly cachedatapeer. Useof aBloom lte r
also entailsa smallbut controllablefalse hit rate [6, 15].

SummaryCade [15] proposesa broad@ding updae scheme.
Ead proxy broadcaststo its peersan update of its diredory after
a x ed percentaye of changes have occurred(for example, broad
casing every 1% of its local changes). To reducethe size of a
broadcastmessge, ead time only the differerce sincethelastup-
dae is broadcat. Cache Digest[33] usesan on-demandupdate
schene. Each proxy decideshow oftenit neals an updatefrom
other proxies. A proxy can piggy-ba& updaterequestson query
messageto its peers Likewise,aproxy can inform its peestha a
new directay upchateis availabe by piggy-ba&ing theinformation
onits responseo querymessage.

Neithe of the above schenesis ideal. Broadcastingrequires
that all peersbeupdatel ata x ed rate.If oneproxy requiresmore
accurde informéion, eachof its pees mustalsorecave morefre-
quentupdats. More importantly, ef cie nt and robugt broadast-
ing supportis usually not available in wide-areanetworks. While
updateon demandis more e xible, it consumes more bandwidth
than broadcastingbecaise it aways tranamits the entire directory
(aBloom lIter) oneachupdde. Sincethe Bloom lte ris arandam-
izeddaastructure, it is dif ¢ ult to compess[30].

To evaluate the overheadincurredby updatingpeerdiredories

ondemand,we condud an experiment on anICP simulator proxy
cizer, from the Crispy Squid Groupat Duke University [14]. Since
the original proxycizer implementsneither SummaryCache nor
Cactle Digest we augmeted it with a diredory implementation
based on Cache Digest [33]. We us atrace le fromthelRCache
organizaion [21]. The tracerecadsoneday of requeststo oneof
its proxies at Pittsturgh, Pennsylania The trace comprisesl.4
million HTTP requestswith anaverage objed sizeof 11.4KB. We
rst runthetracethroughproxycizer's ICP simulator with 4 simu-
lated proxies, eachwith a disk cade of about1.2GB (this allows
spae for approximatéy 100000 objects). Thetraceis fed to the
proxiesin around-robinmanner Table1l summarizetheresults.

Each proxy cades3 Bloom lters to summaize the contents
cachal at each of its pee proxies. Ead Bloom Iter is 200KB
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Figure 12: Using directories to reduce ICP query messges.
The number of queries is normalized to that of ICP and the
direcdory updatetraf ¢ is normalizedto the traf ¢ of trangmit-
ting remotehit objects.

long. (We useaBloom Iter longerthanthat spe¢ed in [33] in
order to achieve a reasonable remotecache hit rate.) For eat of
its cachal Bloom lters, aproxy requres an updateoncethe proxy
thatis modelel by the Bloom lIte r haschangedits conten beyond
acertain threshold Figure12 shows thenumberof quay messges
and the total communiation traf ¢ requiredto updatethe direc-
tories aswe vary the updde thresholdfrom 0.1%to 2%. In this
gure, we alsoshaw the percettageof remotehits lost dueto the
impreciseinformationin thediredories.

The gure shaws tha using cached diredories indeed signi -
cantly reducesthe number of ICP query messages.However, the
proxies voraciously consumebandwidth to updatethe directories.
At the updatethreshold of 0.6%, the commuricationtrafc to up-
datethe directoriesequalsalmost hdf the trafc for tranamitting
theobjectsthemsalvesfrom hitsin remotepeers.Thediredory up-
datetraf ¢ can bereducedby increasingthe updatethresholdwith
thetradeoff of increasng lost renote hits.

We proposeusingInterWeave to automatethe sharingof the di-
rectoriesamongpeer proxies.We canthenreducethetraf cto up-
datedirectoriesusing InterWeave's relaxed coherene modelsand
dif ng. To evaluatethisideg we addanInterWeave simulatorinto
themodi ed proxydzer. In thesimulator ead proxy storests own
directoryin aseggment sharedby otherpeer proxies.Each proxy up-
datesits directory sggmentwheneer 0.1% of its local disk cache
charges. Otherproxiesacess the directay by acquiring a reacer
lock onthe sggment.

We aggin runtheprevioudy describedexperimentsthis time on
the Inter'Weave-augmente simulator To control the updatefre-
queng of cachal segmeris of peerdirecories we usethe Delta
coheence model with paraméers x ranging from 1 to 20. These
causdnterWeave to updatethe client's locd segmentcachewhen-
ever it is x verdons older than the server's masterversion. Since

Numbe of requests 12950@
Numberof ICP quay messges 218720
Hits in local cacte 28.4%

Hits in remotepeercache 9.7%
Aggregatesizeof remotehit objects | 1860.89MB

Table 1: Simulation results for ICP.

0.25

B W Update Traffic
O Lost Remote Hits []
0.2
: i
S 015 ] =
B
N
IS
£ 0.1+
o)
b4
0.05 ~ L
0 - 2

1 2 4 6 8 10 20
Delta Coherence Parameter

Figure 13: Using InterWeave segmentsto share peer diredo-
ries Thex axis represents the parameter for the Delta coher-
ence modd. The directory update traf ¢ is normalized to the
traf ¢ of transmitting remotehit objects. Note that the scale of
they axis is oneorder lessthan that in Figure 12.

each proxy update its own diredory segmentwhen 0.1% of the
cachechanges (and thus createsa new version at tha time), the
paametes we usedeffectively correspond to the previously used
updatethresholds of 0.1% to 2%. The reailts are shown in Fig-
urel3.

Compaing the InterWeave resultswith thosein Figure 12, we
seethatInterWeave signi cantly redwcesthecommunicaion traf ¢
required to keepthe peerdirectoriesup to date.Each time a proxy
locks apee diredory segment for update the segment server com-
putesand transmitsa diff cgpturing the differene betweenthe di-
redory's newestverson and the proxy's cacedversion. Although
Summnary Cache[15] also broad@ds the differences between con
sealtive versionsto reducemessagesize(which has notbeencom-
paredhere),InterWeave providesa muchmore e xible methodfor
doing so without requiring complex coheence managmentcode
within the application. With InterWeave, the apgication (and in
fad, eachproxy) cancharge the updatefrequeny simply by tun-
ing the paraméer for Delta coheence In addition cooperating
peer proxies no longerhave to communicae in lock stepin orde
to coordinatewith each other to updde their diredories.

In Figure 12, the choice of Delta coheenceparaneterexhibits
a correlationwith the rate of lost remae cade hits. Thus, each
proxy canmakeindividud decisionsabouthow oftenit wantsto get
updatedor eachof its peers diredories keepingthe lostrenmotehit
rateat a satisfactorylevel.

5. RELATED WORK

InterWeave nds context in an enormousbody of related work.
We focus hereon some of the mog relevant literature; additional
discus#on canbefoundin techrical repats[11, 40].

Dozens of objed-based systemsattemptto provide a uniform
progranming model for distributed applicaions Marny are lan-
guagespeci c; many of themorerecentof these arebasedn Java.
Languageindepenent distributed objed systemsinclude PerDS
[16], Legion [18], Globe [42], Microsoft's DCOM, and various
CORBA-compliant systems. Globe replicaes objeds for avail-
ability and fault tolerance PaDiS and a few CORBA sygems
(e.g Frexo [26] and CASCADE [13]) cade objectsfor locd-
ity of reference While we speculde that relaxed coherene and
views might be applicable to suchsystems,current implementa



tions tend to rely on the inef cie nt retransmision of entire ob-
jects, or the transmisgon and replay of operationlogs. Equdly
signi ¢ antfrom our point of view, thereareimportant applications
(e.g., compue-intensie parallé applicaions) thatdo not employ
anobject-orientedprogramming style.

At leasttwo ealy S-DSM systemsprovided supportfor het-
erogeneus machinetypes. Toronto's Mermaid sysem [45] al-
loweddatato be shared acrossmorethan onetype of madine,but
only amongproces®s createdaspart of asingle run-to-completion
parallel progran. All datain the same VM page was required
to have the same type, and only one memory modéd—sequentid
consiserncy—wassupported. CMU's Agora sydem [5] supported
sharing amorg more loosely-coupld proeesses,but in a signi -
cantly moreresticted fashionthanin InterWWeave. Pointersand
recursve typeswere not supportedall shareddaa hadto be ac-
cesed indiredly througha local mappingtable,and only a single
memorymock! (similar to proceser consigercy) was supported
Precedentsfor the automaticmanaemer of pointasinclude Her
lihy'stheds work [19], LOOM [24], ard themorerecent*pickling”
(serializaion) of Java[32].

Severa “software-only” S-DSMsygemshave proposedhatpro-
grammersexplicitly identify the datato be modi ed in a critical
sedion, eitherdirectly [23, 20] or by explicit [36, 4] or implicit [22]
associdion with asynchronizaion object (lock). In contras to sys-
temsthatmaintaincoheenceatthe level of virtual memory pages,
software-only S-DSM is less vulnerableto false sharing.In a sim-
ilar vein, views in InterWeave relieve the sygem of the neal to
inform proces®s of update to “uninteresting”portionsof a data
structure.In addition, InterWearve allows eachproessto customize
its view aswell asto chargeits coverage dynamicdly asnealed.

Munin [8] is an earlyhomogemrousS-DSM systemthatchooses
amonggdternative coherereprotomls (invalidatev. update for ex-
ample)basedon programannotaionsthatspecifyexpectedaccess
patterns(migratory, widely sharedetc.). While it providesa re-
leaseconsisent programming model, Munin does not allow users
to furthe relax coheencerequirementswith reectto read and
writesof the samelocation.

Stampele [31] is a sysem designed spedcally with multime-
dia applicationsin mind. A datasharing abstraction cdled spae-
time memoy allows processs to access a time-sequeoced collec-
tion of dataitemseasilyand ef ciently. One of the novel aspects
of this systemis the buffer maragemat ard garbage collection of
this space-timememory InterWeave attemptsto provide semantics
similar to thoseof hardware sharel memory andtherefore retains
only thelatestverson of shared data

Object View [28] uses programmerknowledgeto classfy objects
acording to ther accesspaterns. Object views mug be speci ed
atcompiletime. InterWeave views do not rely on languageexten-
sions,andcanbe compsed dynanically. Objea Clusters[29] are
closedsetsof shared Java objectsreatable and accessible only
from a single root object by following objed referenes Inter
Weave similarly follows pointersto expandarecursve view scope
but hasno restrictionson the choiceof root objeds.

Problem-Orientd Object Memory (POQM) [27] is an objed
modelthat allows exploitation of application speci ¢ semantics by
relaxing strict condsteng to achieve goodperformarcefor shared
write-intensve data. Speei cally, it allows multiple objectredicas
to bemodi ed in parallelandusesavalue“amalgamation” process
to memgethestateof diverged replicas of an object to asingle mean-
ingful value. In thePOOM modeltheunit of consigercy isstill the
entireobject. InterWeave's relaxed coherene modelssene mairly
to improve performancdor reades of shareddatg cohaencecan
bemantainedfor only partof a segment by usingviews.

Friedman[17] and Agrawal et al. [1] have shavn how to com-
bine certain pairs of consisency modelsin a non-\ersion-based
sysem. Alon et al. [2] presenta generalsydem for relaxed,
usercortrolled coheence. Khazana[9] also proposeshe use of
multiple consisency mocels TheTACT sydem of Yu etal. [43] a-
lows coher@ceandconskteng requirementsto vary continuagy
in three orthogmal dimensions. Several of InterWeave's built-in
coherene modelsaresimilarly continuais, but becauseourgod is
to redwereal bandwdth andlatency, ratherthanto increaseavail-
ability (concurercy) for writes we insig on strong semantics for
writer locks.

6. CONCLUSION

InterWeave allows distributedapplicationsto sharestrongly typed,
pointer-rich datastructuresacrossheterogaeois hardwareandsoft-
wareplatforms. We described a new dynamic view mechanian for
InterWeave, anddiscussedhow views andrelaxed cohererce mod
els exploit an application's high-level coheence requirements to
optimize sydem performance We demmdrated the corvenience
and effectivenessof thesemechanisns with applicationsin intel-
ligent ervironments,interadive dataminimg, and coopeative web
proxy cading. We plan to evaluate and adop techniques used
in Peer-to-Peer (P2P)computingsystemsto improve Inter\Weave's
scdability and faulttolerance andto provide a sharedstate infras-
tructure for increasngly popular P2Papplicaions Wearealso con
sideringtransactiond extensionsto the InterWWeave programming
model, to enalte proces®s to more easly modify a colledion of
segmeantsconsigertly.
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